
SGD and Deep Learning



Subgradients
• Lets make the gradient “cheating” more formal. 

• Recall that the gradient is the slope of the tangent.

f(w1) +rf(w1) · (w �w1)

• Non differentiable case?
w1



Subgradients

• There are multiple lines that touch a point and are 
below the curve. 

• The slope of each of these is a sub gradient 

• The set of all such slopes is call the sub differential

f(w1) + v1 · (w �w1)

f(w1) + v2 · (w �w1)

w1



Subgradients
• Formally, v is a sub gradient at w1 if:

f(w1) + v · (w �w1)  f(w) 8w

• For f(w) = |w| the sub-differential is [-1,1]

• Let                             be r convex functions.f1(w), . . . , fr(w)

• Define:                              . Then: 

• g is convex 

• The sub differential is 

g(w) = max

i
fi(w)



Subgradients of piecewise convex
• Let                          be r differentiable convex functions.f1(w), . . . , fr(w)

• Define:                              .  Then g is convex and: 

• For given w denote 

• The sub differential is the set of vectors defined: 

g(w) = max

i
fi(w)

J(w) = argmax

i
fi(w)

v =
X

i2J(w)

�irfi(w) �i � 0
X

i

�i = 1

• Our SVM “hack” is actually stochastic sub 
gradient descent!



Stochastic Gradient Descent (SGD)
• Consider objective:

• SGD update: 

• Compare to GD: 

wt+1 = wt � ⌘trwfi(wt)

1

m
min
w

mX

i=1

fi(w)

wt+1 = wt �
⌘t
m

X

i

rwfi(wt)

• We are using a noisy (random) gradient. 
Randomness comes from the index random 
variable   . Expected value:

E [rwfI(w)] =
X

i

P [I = i]rwfi(w) =
1

m

X

i

rwfi(w) = rwf(w)

I



SGD as Noisy Gradient
• Alternative interpretation of SGD. Think of iterates 

as random variables

• Iterate: 

• Given Wt sample a Vt  with property: 

• Update 

E [Vt|Wt] = rf(Wt)

Wt+1 = Wt � ⌘Vt



Convergence of SGD
• Assume fi are convex 

• The algorithm has randomness so there are 
different results for each run. 

• For example, if we happen to sample the same Vi 
at all iterations, that’s bad… 

• We can analyze expected performance, or prove 
performance is good with high probability. 

• Here we’ll show expected performance.



Convergence of SGD
• Assume fi are convex 

• Let w* denote the optimum and assume  

• Assume:                 . Step size:  

• Let:  

kw⇤k2  B

kVtk2  G ⌘ =
B

G
p
T

W̄ =
1

T

TX

i=1

Wi

E
⇥
f(W̄ )� f(w⇤)

⇤
 BGp

T
• Theorem:

• See lecture notes.



Non Linear Classification
• All our classifiers thus far have been linear 

• Possibly in a complex feature space, but linear 

• A non-linear classifier would be something like:
y = sign [f(x;w)]

• Where f is a non-linear function of x,w. 

• Problem: optimization almost always non-convex. 

• Solution: Close your eyes and hope for the best…



Neural Networks
• Which non-linear models are of interest? 

• Since we want to model things humans do, 
why not try to use “neural network” models.

Credit: CLARITY process. K. Deisseroth, Stanford



Neural Networks
• Caveat: real neural networks are not sufficiently 

understood: 

• We don’t know the structure of connections between 
neurons (this is what the field of “connectomics” tries 
to achieve). 

• We don’t sufficiently understand the physiology of 
each neuron.    

• Thus, what we call neural networks are highly simplified 
abstraction of real networks. 



The Winter of Neural Nets 
• In the 1980s neural network models were proposed 

and attracted much interest, with some empirical 
success. 

• In the 1990s interest turned to SVM, which used 
convex optimization, and were empirically 
successful.



Neural Nets Revisited - Deep Learning 

• Since 2012 neural nets have re-emerged, and 
showed striking success on tasks such as: 

• Image understanding 

• Speech recognition 

• Translation 

• Game playing

Wash the dishes שטוף את הכלים

Wash the dishes

Plates



Neural Networks
• Some properties of neural networks: 

• Neurons sum their inputs (via dendrites). 
If the sum is large enough. The neuron 
fires a spike or sequence of spikes, that 
are transmitted to the axon. 

• Visual input undergoes a sequence of 
processing steps (first in the retina, then 
in V1, V2 etc). Caution: This is highly 
simplified.

https://www.youtube.com/watch?v=Qz40mdaDYTU


Artificial Neural Networks 
• Construct models that have: 

• Summation of inputs followed by non-linearity.  

• A sequence of layers 

• Last layer is often linear.

x

z1

z2

zL

z0 = x

zk = h(Wkzk�1 + bk)



Classification with Deep Learning

• Use network to construct 
binary classifier:

x

z1

z2

zL

y = sign [zL]

x

z1

z2

zL,1zL,2 zL,3

• Or multi-class: 

y = max

ȳ
zL,ȳ



Which non-linearity?
• The non linearity is also called 

the activation function.

Threshold Sigmoid

h(z) =
1

1 + e�zh(z) = max [0, z]

Rectified linear 
unit (ReLU)

z0 = x

zk = h(Wkzk�1 + bk)



Expressive Power of Neural Nets
• Focus on h(z) being the threshold for simplicity. 

• Can express any logical function. For example:

(zt,1 _ . . . _ zt,n) = h(
X

i

zt,i � 0.5)

• Can show that any function implemented via a 
Turing machine running for T iterations, can be 
implemented with a neural net with O(T2) neurons 
and edges. See [Shalev Shwartz & Ben David].



Expressive Power of Neural Nets
• Each                                               encodes a 

hyperplane in zt-1  space 

• For the first layer it encodes hyperplanes in x space. 

• Can therefore encode complex intersections and 
unions of hyperspaces.

zt,i = sign [wt,i · zt�1 + bt,i]



Slide credit: Fei-Fei Li & Andrej Karpathy

The effect of number of hidden neurons 

3 hidden neurons 6 hidden neurons 20 hidden neurons

more neurons = more capacity

Slide credit: Fei-Fei Li & Andrej 
Karpathy



VC Dimension of Neural Nets
• Say we have E weights in our network. 

• Assume each is encoded with D bits.

• Give a bound on the VC dimension of the class 
of all such networks:

• What if weights are real? V C  cE logE

• See Shalev Shwartz and Ben David for proof.

V C  log |H| = log(2

DE
) = DE



Expressive Power of Neural Nets
• Given enough units, zL can 

implement any function.

• Consider scalar x case and first layer implementing:

x

z1

z2

zL

z2 = d1(h(x� c1)� h(x� c2))
x

z2• Can use to implement any 
function by adding such 
components.

c1 c2

d1
z2(x)



What kinds of functions can a Neural Network 
represent?

0.0

0.2

0.2

0.4

0.4

0.6

0.6

0.8

0.8

1.0

 

-1

0

1

2

 

[http://neuralnetworksanddeeplearning.com/chap4.html]

http://neuralnetworksanddeeplearning.com/chap4.html
http://neuralnetworksanddeeplearning.com/chap4.html


Architectural Decisions 
• In building a network we need to decide on: 

• Which pairs of neurons are connected? e.g., can 
have K layers with all neurons in layer t connected 
to all neurons in t+1). 

• What are the activation functions? 

• Do different neurons use the same weights? 
(parameter tying).



What’s in an image?

The 
ImageNet 
Dataset



Neural Nets for Images
• One of the striking  successes of deep learning 

• ImageNet dataset: 1000 classes. About a million 
labeled images.

• In 2012, the paper “ImageNet Classification with Deep 
Convolutional Neural Networks” by Krizhevsky, 
Sutskever and Hinton.  

• Previous accuracy (top 5) 25%. Theirs 17%. Today 3%! 

• How did they do it?



Architectures for Images
• Combination of local features (edges, texture, color) 

and global (shape, relation between objects).  

• Local features expected to be similar across image.

Same weights

• A convolution of the image with a filter!



Architectures for Images

• Use many such filters

• Reduce resolution by pooling: max



“Alex Net”

Figure 2: An illustration of the architecture of our CNN, explicitly showing the delineation of responsibilities
between the two GPUs. One GPU runs the layer-parts at the top of the figure while the other runs the layer-parts
at the bottom. The GPUs communicate only at certain layers. The network’s input is 150,528-dimensional, and
the number of neurons in the network’s remaining layers is given by 253,440–186,624–64,896–64,896–43,264–
4096–4096–1000.

neurons in a kernel map). The second convolutional layer takes as input the (response-normalized
and pooled) output of the first convolutional layer and filters it with 256 kernels of size 5⇥ 5⇥ 48.
The third, fourth, and fifth convolutional layers are connected to one another without any intervening
pooling or normalization layers. The third convolutional layer has 384 kernels of size 3 ⇥ 3 ⇥
256 connected to the (normalized, pooled) outputs of the second convolutional layer. The fourth
convolutional layer has 384 kernels of size 3 ⇥ 3 ⇥ 192 , and the fifth convolutional layer has 256
kernels of size 3⇥ 3⇥ 192. The fully-connected layers have 4096 neurons each.

4 Reducing Overfitting

Our neural network architecture has 60 million parameters. Although the 1000 classes of ILSVRC
make each training example impose 10 bits of constraint on the mapping from image to label, this
turns out to be insufficient to learn so many parameters without considerable overfitting. Below, we
describe the two primary ways in which we combat overfitting.

4.1 Data Augmentation

The easiest and most common method to reduce overfitting on image data is to artificially enlarge
the dataset using label-preserving transformations (e.g., [25, 4, 5]). We employ two distinct forms
of data augmentation, both of which allow transformed images to be produced from the original
images with very little computation, so the transformed images do not need to be stored on disk.
In our implementation, the transformed images are generated in Python code on the CPU while the
GPU is training on the previous batch of images. So these data augmentation schemes are, in effect,
computationally free.

The first form of data augmentation consists of generating image translations and horizontal reflec-
tions. We do this by extracting random 224⇥ 224 patches (and their horizontal reflections) from the
256⇥256 images and training our network on these extracted patches4. This increases the size of our
training set by a factor of 2048, though the resulting training examples are, of course, highly inter-
dependent. Without this scheme, our network suffers from substantial overfitting, which would have
forced us to use much smaller networks. At test time, the network makes a prediction by extracting
five 224 ⇥ 224 patches (the four corner patches and the center patch) as well as their horizontal
reflections (hence ten patches in all), and averaging the predictions made by the network’s softmax
layer on the ten patches.

The second form of data augmentation consists of altering the intensities of the RGB channels in
training images. Specifically, we perform PCA on the set of RGB pixel values throughout the
ImageNet training set. To each training image, we add multiples of the found principal components,

4This is the reason why the input images in Figure 2 are 224⇥ 224⇥ 3-dimensional.

5

From: “ImageNet Classification with Deep Convolutional Neural Networks”

60 Million parameters! Would you expect this to work?



Slide credit: Fei-Fei Li & Andrej Karpathy and Yann LeCun

What do the neurons calculate?

Create chart



Training Neural Nets
• SGD is a simple and effective approach to training 

neural nets. 

• Consider binary case. Minimize hinge loss:

min

W

X

i

max [0, 1� yizL(W,xi)]

• We will need to add some regularization on W. 

• Can use other losses.  

• Not convex in W.

=
X

i

`(yi, zL(W,xi))



Back propagation
• To run SGD we just need to calculate the gradient of 

the loss wrt W. 

• There are software tools that will do this for you (e.g., 
Theano, Tensorflow, Cafe, MXNet). 

• The gradient calculation for feed forward nets is called 
back propagation (Rumelhart, Hinton and Williams, 86)



Back propagation
• Back propagation has three phases: 

• Forward pass. For each layer calculate 
the linear output                        and non 
linear activation 

• Calculate “error” vector      for each 
layer. from Last to first: 

vt = Wtzt�1

zt = h(vt)

�t

�t =
⇣
h0(vt+1) � �Tt+1

⌘
Wt+1

• Set gradient: @`

@Wt
= (�t � h0(vt))z

T
t�1

x

z1

z2

zL

x

z1

z2

zL�L = `0(y, zL(x))



Problems
• Non-convex optimization. Why should it converge to 

anything good?? 

• Empirically it does. 

• Conjectured that loss has mostly saddle points 
and no “bad” local minima.



Problems
• Many parameters, often in the order of the training 

size. 

• Shouldn’t overfitting be an issue?? 

• Explanations: 

• Different regularization approaches used (e.g., l2 
regularization or Dropout) 

• Not general ERM but rather optimizing with SGD, 
which may generalize better (Hardt, Singer, Recht)



Problems
• Bottom line: we don’t know why they for so well. 

• Exciting research question!



Beyond Classification 
• Many cognitive tasks are not “simple” 

classification. 

• Speech recognition  

• Translation 

• Driving 

• Here the input is a sequence over time and the 
output is a sequence.



Sequence to Sequence Mapping 

• Here’s a possible approach to translation:

• Proposed in “Sequence to Sequence Learning with 
Neural” by Sutskever et al. 2014 

• State of the art speech recognition and translation.

sequence of words representing the answer. It is therefore clear that a domain-independent method
that learns to map sequences to sequences would be useful.

Sequences pose a challenge for DNNs because they require that the dimensionality of the inputs and
outputs is known and fixed. In this paper, we show that a straightforward application of the Long
Short-Term Memory (LSTM) architecture [16] can solve general sequence to sequence problems.
The idea is to use one LSTM to read the input sequence, one timestep at a time, to obtain large fixed-
dimensional vector representation, and then to use another LSTM to extract the output sequence
from that vector (fig. 1). The second LSTM is essentially a recurrent neural network language model
[28, 23, 30] except that it is conditioned on the input sequence. The LSTM’s ability to successfully
learn on data with long range temporal dependencies makes it a natural choice for this application
due to the considerable time lag between the inputs and their corresponding outputs (fig. 1).

There have been a number of related attempts to address the general sequence to sequence learning
problem with neural networks. Our approach is closely related to Kalchbrenner and Blunsom [18]
who were the first to map the entire input sentence to vector, and is very similar to Cho et al. [5].
Graves [10] introduced a novel differentiable attention mechanism that allows neural networks to
focus on different parts of their input, and an elegant variant of this idea was successfully applied
to machine translation by Bahdanau et al. [2]. The Connectionist Sequence Classification is another
popular technique for mapping sequences to sequences with neural networks, although it assumes a
monotonic alignment between the inputs and the outputs [11].

Figure 1: Our model reads an input sentence “ABC” and produces “WXYZ” as the output sentence. The
model stops making predictions after outputting the end-of-sentence token. Note that the LSTM reads the
input sentence in reverse, because doing so introduces many short term dependencies in the data that make the
optimization problem much easier.

The main result of this work is the following. On the WMT’14 English to French translation task,
we obtained a BLEU score of 34.81 by directly extracting translations from an ensemble of 5 deep
LSTMs (with 380M parameters each) using a simple left-to-right beam-search decoder. This is
by far the best result achieved by direct translation with large neural networks. For comparison,
the BLEU score of a SMT baseline on this dataset is 33.30 [29]. The 34.81 BLEU score was
achieved by an LSTM with a vocabulary of 80k words, so the score was penalized whenever the
reference translation contained a word not covered by these 80k. This result shows that a relatively
unoptimized neural network architecture which has much room for improvement outperforms a
mature phrase-based SMT system.

Finally, we used the LSTM to rescore the publicly available 1000-best lists of the SMT baseline on
the same task [29]. By doing so, we obtained a BLEU score of 36.5, which improves the baseline
by 3.2 BLEU points and is close to the previous state-of-the-art (which is 37.0 [9]).

Surprisingly, the LSTM did not suffer on very long sentences, despite the recent experience of other
researchers with related architectures [26]. We were able to do well on long sentences because we
reversed the order of words in the source sentence but not the target sentences in the training and test
set. By doing so, we introduced many short term dependencies that made the optimization problem
much simpler (see sec. 2 and 3.3). As a result, SGD could learn LSTMs that had no trouble with
long sentences. The simple trick of reversing the words in the source sentence is one of the key
technical contributions of this work.

A useful property of the LSTM is that it learns to map an input sentence of variable length into
a fixed-dimensional vector representation. Given that translations tend to be paraphrases of the
source sentences, the translation objective encourages the LSTM to find sentence representations
that capture their meaning, as sentences with similar meanings are close to each other while different
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